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In the previous section, we have described common signal processing meth- 

ods that may be applied to any kind of signal. In this chapter, we will adopt 
these concepts to the domain of image processing as it is commonly performed 
in medical imaging devices. 

 

3.1 Images and Histograms 

Before introducing common methods used in image processing, we first have 
to introduce a representation for images. 

 

3.1.1 Images as Functions 

In image processing, an image is usually regarded as a function f that maps 
image coordinates x, y to intensity values. This simplifies the introduction of 
derivatives of images which we will later use to detect edges. Furthermore, it is 
useful for the theoretical description of image filtering. The image coordinates 
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(a) Example grayscale im- 
age. 
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(b) Histogram of the ex- 
ample image with 256 bins. 

Figure 3.1: Histograms 
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(c) Histogram of the example 
image with 16 bins. 

 

x, y are defined over the discrete image domain Ω Z2. For gray-value 
images, f (x, y) is a scalar function whereas for color images it is a vector 
consisting of the color channels, e. g., f (x, y) = (fr(x, y) fg(x, y) fb(x, y))𝖳 

for RGB images. 

 

3.1.2 Histograms of Images 

Histograms provide information about the distribution of the intensity val- 
ues of an image and are frequently used in image segmentation and in image 
enhancement. A histogram h(i) consists of several bins that contain single 
intensity values or ranges of intensities. For each bin i the number of oc- 
currences ni of the corresponding intensity values in the image are counted. 
The histogram may either contain these number of occurrences directly or it 
can be normalized that the sum over all bins equals one (L1-normalization). 
Fig. 3.1 shows an example grayscale image and two histograms with different 
numbers of bins. 

In the context of histograms we can also introduce the cumulative distribu- 

tion function (CDF) cdf(i) = 
Σi 

h(j). The CDF sums up the histograms 

entries and can be calculated for regular as well as normalized histograms. 

 
3.2 Image Enhancement 

For visual inspection, it is often beneficial to change the contrast of an image. 
For example, a computer monitor can only display 8 bit (i. e., 256 different 
values) for each color channel. For an appropriate display of an image with 
a larger color depth, the intensity values therefore have to be scaled to this 
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Figure 3.2: Effect of window and level on a C-arm CT slice: The image 
on the left shows a slice of an animal experiment displaying 1000 to 1000 
HU. In this range, the materials air, soft tissue, contrast agent, and bone are 
displayed. The image on the right shows the same slice in the range from 200 
to 500 HU. Now, only contrast agent and bone are visible. Image courtesy of 
Stanford University. 

 
range in a meaningful way. The easiest way of doing this is by applying a 
function to the intensity values 

f '(x, y) = g(f (x, y)). (3.1) 

 
3.2.1 Window and Level 

In images that have significantly more gray values than 8 bit, semi-automatic 
adjustment of the display using window and level functions is common. In 
CT, the gray values have known physical properties and allow interpretation of 
the material. This effect is diplayed in Fig. 3.2. The image on the left hand side 
displays the Hounsfield unit (HU) from 1000 to 1000 (cf. Tab. 8.1). This 
range covers the materials air, soft tissue, contrast agent, and bone. The 
image on the right shows exactly the same slice. The displayed range is now 
from 200 to 500 HU which shows only contrast agent in the heart and 
cortical bone. Note that the image was obtained from a C-arm system which 
shows significantly lower image quality than conventional CT. 
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(a) γ = 0.5 (b) Original image (c) γ = 2 

Figure 3.3: Gamma correction 

 
3.2.2 Gamma Correction 

A common choice for g is the use of a power-law, i. e., g(f ) = A fγ (The 
constant A is used for normalizing the resulting intensities). This type of 
contrast enhancement is called gamma correction and is adapted to how the 
human eye perceives images. The result of applying a gamma correction on 
an image is shown in Fig. 3.3, for both a value of γ smaller and larger than 
1.0. As this transformation is the same for all pixel locations, it is called a 
global transformation. Other types of functions auch as log may also be used 
for g. 

 
3.2.3 Histogram Equalization 

A different approach to enhance the display of an image is histogram equal- 
ization. Often the intensity values found in an image are restricted to a small 
range of the possible values (i. e., one narrow peak in the histogram). His- 
togram equalization transforms the image such that all intensity values are 
equally distributed in the enhanced image. An equal distribution of intensity 
values is equal to a linear CDF cdflinear(i) = a i with the slope a depending 
on the number of pixels in the image. Fig. 3.4 shows an example for histogram 
equalization. 

 
3.3 Edge Detection 

Edge detection is a common problem in image processing. What we perceive 
as edges in an image are strong changes between neighboring intensities. Since 
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(a) Input image. 
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(b) Normalized histogram 
of the input image. Note the 
large empty areas for high 
and low intensity val- ues. 
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(c) CDF of the histogram 
of the input image. 

 

 
(d) The resulting image 
after applying a histogram 
equalization. 

 

0.015 

0.010 

0.005 

0
0   64 128 192 

Intensity 

(e) The histogram of the 
image after histogram 
equalization. Note how the 
intensity values now 
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(f) CDF of the equalized 
histogram, which is now 
linear. 

occupy a larger range of 
values. 

Figure 3.4: Histogram equalization. 

 
images can be interpreted as functions, we can find these changes by taking 
the derivative of an image. For continuous functions f (x), the derivative is 
defined by the difference quotient 

f '(x) = lim 
f (x + h) − f (x) 

. (3.2) 
h→0 h 

An image, however, is defined as a function over discrete coordinates, where 
the above formula is not defined. In this case, a derivative can be calculated 
by using finite differences, an approximation that is similar to the difference 
quotient. The simplest derivatives we can calculate is the forward difference: 

∆xf (x) = f (x + 1) − f (x). (3.3) 
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(a) First derivative in x- 
direction 

(b) First derivative in y- 
direction 

(c) Second derivative in x- 
direction 

Figure 3.5: Derivatives of an image. The image intensities are normalized 
for better visualization. A neutral gray indicates a derivative of zero. Darker 
and brighter intensities correspond to negative and positive values of the 
derivative, respectively. (a) and (b) show the first derivative in x and y- 
direction respectively. Note how in (b) horizontal lines are more pronounced (e. 
g., the tip of the hat). In (c) the second derivative in x-direction is shown. Here, 
thin lines (e. g., of the hair) are better visible. 

 
Comparing the continuous derivative and the forward difference, we can see 
that only the meaning of h has changed. While for the derivative of a con- 
tinuous function, h goes to 0, it is replaced by the constant spacing (usually 
h = 1) in the discrete approximation. 

In contrast to the continuous case, many different approximations can 
be used for the discrete derivative. Along the same line as for the forward 
difference, we can define the backward- and central differences 

∇xf (x) = f (x) − f (x − 1) (3.4) 

δxf (x) = f (x + 1) − f (x − 1) (3.5) 

The difference between these approximations is their applicability at the bor- 
ders of the image, and in the accuracy of their approximation. The central 
difference, for example, is a more accurate approximation. While these three 
approximations are often used in practice, more complicated ones can be con- 
structed. By using more values of the function, i. e., f (x + 2h), f (x + 3h), 
etc., these approximations become more accurate. 

Analogous to the first order derivative, we can also calculate the second 
order derivative using finite differences 

δ2f (x) = f (x + h) − 2f (x) + f (x − h) (3.6) 

Fig. 3.5 shows the derivatives of an example image. 
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δxf (x, y) = −1 · f (x − 1, y) + 0 · f (x, y) + 1 · f (x + 1, y) 
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Figure 3.6: Construction of the central difference filter from Eq. (3.5). 

 
3.4 Image Filtering 

Filters play an important role in image processing. In this section, we intro- 
duce filters by using edge detection as a first example. Next, we stress the 
importance of the properties of linearity and shift invariance of filters. 

In the previous section, we introduced the derivatives of images to identify 
edges in an image. However, we did not specify how the derivatives can be 
calculated efficiently for an image. In practice this is done by representing 
the derivatives as discrete filter kernels (see below). 

 
3.4.1 Filtering – Basics 

Filters can be applied to images in order to process them, e. g., for noise 
reduction. The transformation of the image is determined by the filter kernel 

h(i, j), a rectangular patch of size wk hk (the point (0, 0) is assumed to be at 
the center of the kernel). At each location in the image, the kernel is applied, 
and the resulting value is the new value at the center position of the kernel. 
Fig. 3.6 shows the filter kernel corresponding to the central difference along 
the direction of the x-axis, and how it is constructed from Eq. (3.5). Some 
other possible filter kernels for calculating derivatives are shown in Fig. 3.7. 

In mathematical terms, a filter   is treated as an operator that is applied to 
the input image 

H(f (x, y)) = r(x, y) , (3.7) 

where r is the resulting filtered image. 
When filters are linear and shift-invariant (cf. Geek Box 3.1), they can be 

efficiently calculated by convolution. The filtering of an image f (x, y) with 
the filter kernel k(i, j) can then be expressed as 

 

wk 

H{f (x, y)} = f ∗ h =  
Σ

 

hk 

Σ 
f (x − i, y − j)h(i, j) . (3.8) 

i=− wk j=− 
hk 
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(a) Central dif- 
ference 

(b) Forward dif- 
ference 

(c) Backward 
difference 

(d) Second order 

Figure 3.7: The derivative filters corresponding to the finite differences in- 
troduced in Sec. 3.3. The red circles mark the support of the filter. 

 

 

For small images and kernels, this expression is usually calculated for each 
pixel of the filtered image individually. For large images, however, we can use 
the property of the Fourier transformation that a convolution in the spatial 
domain is a multiplication in the frequency domain (cf. Geek Box 3.2). 

 

3.4.2 Linear Shift-invariant Filters in Image Processing 

We now take a look at some linear shift-invariant filters that are often used 
in image processing. 

 
Average / Mean / Box Filter 

This is the most basic filter. Each element of the kernel has the same value. 
In order to prevent a change in the range of intensities, the kernel should be 

−1 0 1 

 

    1 −2 1 

 

Geek Box 3.1: Linearity and Shift-invariance of 2-D Filters 

Analogous to the 1-D operators introduced in Sec. 2.1.2, filters can 
 

of the filter corresponds to a scaling of the output, and when filtering 
an image that is the sum of two images is the same as when 
filtering the two images separately and then adding the results 

 

 

Filters are shift-invariant, when the filter does not change when we 
the 

image it is applied to 

 

ity. For 2-D images, a filter H is linear, when a scaling of the input 
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Geek Box 3.2: 2-D Fourier Transform 

In the previous chapter, the Fourier transform for 1-D signals (cf. Sec. 
2.3) was introduced. The transformation can also be defined for 2-D 
signals, i. e., images. The Fourier transform F (µ, ν) and its inverse 
transform for continuous functions f (x, y) is defined by 

F (µ, ν) = 

∫∫ ∞  

f (x, y)e−2πi(µx+νy) dx dy 

f (x, y) = 
∞   

F (µ, ν)e2πi(µx+νy) dµ dν . 
−∞ 

As before in the 1-D case, this transform can also be discretized, which 
is  needed  for  transforming  images.  For  an  image  f  of  size  wf      hf , 
the discrete Fourier transform and the inverse Fourier transform are 
given by 

wf −1 hf −1 

F (µ, ν) = 
x

Σ

=0 
f (x, y)e−2πi(µx/wf +νy/hf ) 

y=0 
wf −1 hf −1 

f (x, y) = 
wf hf µ

Σ

=0 
F (µ, ν)e2πi(µx/wf +νy/hf ) 

ν=0 

The convolution theorem that was introduced for the 1-D Fourier 
transform also exists for the 2-D case 

F{f ∗ g} = F · G 

F{F ∗ G} = f · G 

DFT{f ∗ g} = F · G 

and allows us to filter an image with a filter kernel by multiplying their 
Fourier transforms and then applying the inverse Fourier transform 
to the result. 

 
 

normalized, which leads to the filter kernel shown in Fig. 3.8. The averaging 
(or mean filter or box filter) blurs an image and can be used to reduce noise 
in an image. There are, however, better filter choices for this task, as the 
averaging filter leads to “ringing” artifacts near edges. 

    1  
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(a) Averaging filter of size 
3 × 3 

(b) Blurred version of lena 

Figure 3.8: Lena after mean filtering 

 

 

  
(a) Gaussian filter kernel 
of size 3 × 3 

(b) Gaussian filter of size 
15x15 and σ = 1 applied. 

(c) Gaussian filter of size 
15x15 and σ = 5 applied. 

Figure 3.9: Lena after Gaussian filtering 

 
Gaussian filter 

A better choice for blurring an image than the averaging filter is the Gaussian 
filter. This filter puts a higher weight to values near its center. The values 
of the kernel can be calculated by the isotropic, zero-mean 2-D Gaussian 
function 

2     2 

h(i, j) = N · e−  2σ2 (3.9) 

where N is used to normalize the kernel. The parameter σ determines how 
strong the image is blurred. A small value puts the emphasis on the central 
pixels when applying the filter, whereas for a large value the weights of neigh- 
boring pixels are larger. A typical Gaussian filter and the effect of different 
values of σ are shown in Fig. 3.9. 
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(a) Prewitt kernel (b) Sobel kernel (c) Sobel Lena 

Figure 3.10: Prewitt and Sobel 

 

 

 

  

input sorted 

 
Figure 3.11: Calculating the median (red circle) of an array. The array is first 
sorted. The median then is the middle value of the array. 

 
Prewitt and Sobel filter 

The Prewitt and Sobel filters are combinations of a blurring and a derivative 
filter. In practice, image noise leads to many falsely detected edges, when one 
of the derivative filters in Fig. 3.7 is used. It therefore either makes sense to 
slightly blur the image before the edges are found (not too much, otherwise 
the edges vanish), or to use the Prewitt and Sobel filters. 

The Prewitt filter corresponds to blurring the image with the averaging 
filter before calculating the derivative. The Sobel filter can be thought of as 
a combination of a Gaussian filter and the central derivative. Example filter 
kernels are shown in Fig. 3.10(a) and Fig. 3.10(b), respectively. 

 
3.4.3 Nonlinear Filters – the Median Filter 

There exist of course other filters that are not linear and shift-invariant. The 
most often used one is the median filter. The median of a set of numbers 
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(a) Image corrupted by salt-and- 
pepper noise. 

(b) Median filtered image (3 3 
kernel). 

Figure 3.12: Example for using a median filter to reduce salt-and-pepper 
noise in an image. 

 
is the value that is at the center of the sorted set (cf. Fig. 3.11) and the median 
filter sorts the intensity values within its kernel and places the median value at 
the center. It is for example used to reduce salt-and-pepper noise (sparsely 
appearing black and white pixels, cf. Fig. 3.12) or in general for noise 
reduction as it preserves edges better than the averaging or Gaussian filter. 
However, since the median filter is not linear and shift-invariant, it cannot 
be applied using convolution and is therefore not as computationally efficient. 
In fact, for each location in the image, the surrounding pixels have to be 
sorted individually to calculate the median value. 

 
3.5 Morphological Operators 

Morphological operators are operators on sets, so in order to introduce them 
for images, we have to treat images as sets. So far, we have treated images 
as discrete functions. They can, however, also be treated as sets that contain 
tuples (x, y, f (x, y)) of coordinates and intensity values as their elements 

F = 
n 

x0, y0, f (x0, y0)
 
, 

 
x1, y1, f (x1, y1)

 
, . . . , 

 
xn, yn, f (xn, yn)

 , 
. 

A morphological operator now consists of a structuring element (which is 
an image/set) and the operation itself. Structuring elements are sets, where 
the values usually have binary values corresponding to back- and foreground: 

S = 
n 

x0, y0

 
, 

 
x1, y1

 
, . . . , 

, 
(3.11) 

(3.10) 
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(a) Block (b) Cross (c) Diamond (d) Bar (e) L-shaped 

Figure 3.13: Example structuring elements, foreground pixels are dark 
green, background pixels white. The center is marked by a white circle. 

 
Depending on the goal, different shapes and sizes are used, of which some 
common ones are shown in Fig. 3.13. As operations themselves, there are 
four basic ones: erosion, dilation, opening, and closing, where the opening 
and closing operations actually are compositions of erosion and dilation. 

Morphological operators are often applied to binary images, i. e., seg- mented 
images, where only foreground and background are distinguished (cf. Sec. 
3.6). Thus, images that only contain pixels that are marked with a specific 
value, i. e., 

Fbin = 
n  

x, y   |  f (x, y) = 1
, 

(3.12) 

The basic idea behind binary morphological operations is, that the struc- 
turing element is shifted over the binary image. The image is then trans- 
formed by the operation, depending on how the structuring element fits to 
the shapes visible in the image, or how it misses them. For all operations, the 
structuring element S has to be shifted over the image and we will denote 
the structuring element at image coordinates (x, y) as 

S(x,y) = 
n 

x + i, y + j
  

|  (i, j) ∈ S
,

. (3.13) 

 

 

Binary Erosion 

Using the set notation for images and structuring elements, erosion of an 
image F with the structuring element S can be written as 

Fbin g S =  (x, y) | S(x,y) ⊆ Fbin   . (3.14) 

This means that the eroded image contains foreground values only where the 
whole structuring element falls in the foreground region of the image. This 
is illustrated in Fig. 3.14 where a rectangular shape is eroded with a cross 
shaped structuring element. 



3.5 Morphological Operators 50 
 

  } 

 
                                 

                                 

                                 

                                 

                                 

                                 

                                 

                                 

                                 

                                 

(a) Input image. (b)  Structuring  element 
overlaid at several posi- 
tions. 

(c) Eroded image. 

Figure 3.14: An example for binary erosion with a cross shaped structuring 
element. (b) shows the structuring element overlaid at several positions. A 
green structuring element means that the center of the structuring element 
will be foreground in the eroded image, a red structuring element means that 
it will be a background pixel. Note that the structuring element is only green 
when it is completely covered by the block. 

 
Binary Dilation 

Using the set notation, binary dilation of an image F with the structuring 
element S can be written as 

Fbin ⊕ S =  (x, y) | S(x,y) ∩ Fbin /= ∅   , (3.15) 

This means that in the dilated image all pixel locations where the overlap 
between the structuring element and the foreground pixels in the image is 
not empty will be a foreground pixel. This is illustrated with an example in 
Fig. 3.15. 

 
Binary Opening 

Opening is a composition of erosion and dilation. The image is first eroded 
and the result is then dilated with the same structuring element S 

Fbin ◦ S = (Fbin g S) ⊕ S . (3.16) 

This operation can be used to remove single noise pixels, or small extensions 
of larger structures (cf. Fig. 3.16). 
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(a) Input image. (b)  Structuring  element 
overlaid at several posi- 
tions. 

(c) Dilated image. 

Figure 3.15: An example for binary dilation with a cross shaped structuring 
element. (b) shows the structuring element overlaid at several positions. A 
green structuring element means that the center of the structuring element 
will be foreground in the eroded image, a red structuring element means that 
is will be a background pixel. Note that the structuring element is green even 
when only a part of it overlaps with the block. 

 

   
(a) Input image with 
structuring element over- 
laid for the erosion. 

(b) Eroded image with 
structuring element over- 
laid for the dilation. 

(c) Opened image after 
dilating the eroded image. 

Figure 3.16: An example for opening an image with a block shaped struc- 
turing element. The image is first eroded and the result is then dilated. Note 
how the thin extension of the input shape at its bottom is removed by the 
opening operation. 

 
Binary Closing 

Closing, too, is a composition of dilation and erosion. In contrast to opening, 
the image is, however, first dilated and then eroded with the same structuring 
element S 

Fbin • S = (Fbin ⊕ S) g S . (3.17) 
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(a) Input image with the 
structuring element over- 
laid for the dilation. 

(b) Dilated image with 
structuring element over- 
laid for the erosion. 

(c) Closed image after 
eroding the dilated image. 

Figure 3.17: An example for closing an image with a block shaped struc- 
turing element. The image is first dilated and then eroded. Note how the gap 
between the two blocks is filled by the closing operation. 

 
Closing can be used to fill small gaps in shapes (cf. Fig. 3.17). Note that all 
of all morphological operators can also be applied on grayscale images (cf. 
Geek Box 3.3). 

 

3.6 Image Segmentation 

In general, image segmentation is the process of converting a grayscale image 
with L different intensity values (e. g., L = 256 for an 8-bit image) into an 
image with Lseg L gray levels. In the resulting segmented image, the different 
intensity values partition the image into different regions. This can for 
example mean a distinction between foreground and background, bones and 
soft tissue, tumor and healthy tissue or even into several kinds of different 
tissues. In most applications, however, Lseg = 2 and the result is a binary 
image. 

The most basic method for image segmentation is thresholding. For each 
pixel, its intensity value is compared to a threshold θ, and whether it is larger 
than the threshold or not, it is assigned to one or the other class. 

( ) = 
1 if f (x, y) ≥ θ 

0 otherwise 

 
(3.20) 

The only question then is how to choose the threshold value θ. Besides trying 
different values for θ by hand, the histogram of the image often contains useful 
information on how to choose the threshold. There are also some algorithms 
that determine the threshold automatically. 
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Geek Box 3.3: Grayscale Morphological Operators 

Morphological operators can also be defined for grayscale images (and 
therefore also for color images, where each channel is transformed 
independently). For opening and closing the same definition as in the 
binary case can be used. Erosion and dilation, however, have to be 
redefined since in grayscale images there is no binary decision on what 
is foreground and what is background. 

 
Grayscale Erosion 

Like in the binary case, the structuring element is again shifted over 
the whole image. The eroded image at location (x, y) is now defined 
as the minimum in the overlap of the structuring element S at this 
position and the image F 

(F S)(x, y) = min f (x + i, y + j) . (3.18) 
i,j)∈S 

 

Grayscale Dilation 

The dilation for grayscale images is defined in a similar way as the 
maximum in the overlap of structuring element S shifted to the posi- 
tion (x, y) and the image F 

(F S)(x, y) = max f (x + i, y + j) . (3.19) 
(i,j)∈S 

 

Grayscale Opening / Closing 

The grayscale definitions of opening and closing are the same as 
for the binary case using the grayscale versions of dilation and erosion. 

 

 

 

 

 

 

 

 

Input Image Grayscale Erosion Grayscale Dilation 
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    1     Σ
µ  (θ) = (i + 1)h(i) (3.24)1 

Σ 

b 

Bimodal Histograms – Intersection of Gaussians 

In many cases the histogram of an image where foreground and background 
should be separated is bimodal. The assumption here is that the foreground 
and background both have one characteristic intensity value. Due to shading 
this leads to two peaks in the histogram (cf. Fig. 3.18). The threshold for 
separating the two peaks can for example be determined by assuming that 
the shape of both peaks is Gaussian. In this case, a Gaussian is fit to each 
peak and the threshold is then determined by locating the intersection of 
both Gaussians. 

 
Bimodal Histograms – Otsu’s Method 

Otsu’s method is based on the statistical analysis of the image’s histogram. 
The method maximizes the inter-class variance σ2 between the foreground 
and background classes to find the optimal threshold value. To do this, the 
normalized histogram is used. Let us assume that the image f contains L 

different intensity values and is of size wf ×hf . Then the normalized histogram 
h consists of the values 

h(i) =    
ni 

, (3.21) 
wf · hf 

where ni is the count of intensity i in the image. For a threshold θ, we can 
now calculate the probability of a pixel being classified as background (Class 
1) or foreground (Class 2) 

 

θ 

P1(θ) = h(i) (3.22) 
i=0 

P2(θ) = 1 − P1(θ) = 
L−1 

 
i=θ+i 

h(i) (3.23) 

as a function of the threshold value. We can do the same for the mean values 
of the intensities belonging to each class 

θ 
 

P1(θ) 
L−1 

    1  

P2(θ) 
(i + 1)h(i) . (3.25) 

i=θ+1 

Using these quantities, the inter-class variance can be expressed as 

σ2(θ) = P1(θ)P2(θ)
 
µ1(θ) − µ2(θ)

 2 
. (3.26) 

i=0 

µ2(θ) = 
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put image. The thresh- old value determined with 
Otsu’s method is marked by a red line. 

Figure 3.18: Bimodal histogram thresholding 

 
So maximizing σ2 means that the distance between the mean values of fore- ground and 
background is maximized. The optimal threshold θ∗ is found by 

θ∗ = argmax σ2(θ), θ ∈ [0, L). (3.27) 
θ 

In practice, the number of values θ can take is limited to L different values, and in order to calculate 
the maximum of σ2, it is sufficient to calculate its values for all possible thresholds. In some cases, the 
maximum is not unique. When this is the case, the threshold is determined by averaging over the 
threshold values corresponding to the maximum values of σ2. 
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